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Streaming Geometric Problems with Bounded Deletions

Abstract

Streaming algorithms process large inputs in a single pass using memory much smaller than
the input size. There is a basic distinction between insertion-only streams, in which updates
only add items, and turnstile streams, which also allow deletions. For some problems, deletions
can be handled with essentially the same guarantees as insertions; for others, no comparable
algorithms are known. We study the bounded-deletion model, where the input stream has at
most z deletions. This intermediate model was introduced by Jayaram and Woodruff [JW18]
for frequency estimation, and has since been studied for heavy hitters [ZAAM22, ZAAT25] and
maximal matching [KKD25].

Our main contribution is a general method—the forking framework—for extending insertion-
only streaming algorithms to the bounded-deletion setting. The method applies to deterministic
algorithms that store a subset of the input items and satisfy a suitable stability property. We
apply it to several geometric streaming problems in which deletions are significantly harder to
handle than insertions, especially in high dimension. For minimum enclosing ball, we obtain
a (1.22 + e)-approximation using memory exponential in z and polynomial in 1/e, based on
a known insertion-only algorithm [HMV25]. We also give a separate 2-approximation using
O(zd) memory. For k-center and maximum-error B-histograms, combining our method with the
StreamStrap algorithm [Guh09] yields bounded-deletion algorithms with approximation factors
2+ ¢ and 1+ ¢, and memory (k/e)°*) and (B/£)°*), respectively.

We also study graph streaming with bounded deletions. For triangle counting, we give
a (1 £ e)-approximation using O((z + A(G)) - (m + 2)/(¢*7(G)) + z) memory. For minimum
spanning forest, we show that a single deletion (z = 1) can be handled exactly in O(n) memory—
matching the insertion-only bound—and prove an Q(Nzlog z)-bit lower bound for general z.
For 3-spanners, we prove a lower bound of Q(n3/ 2,/z) on the output size; combined with the
upper bound from z-edge-fault-tolerant spanner constructions [BDR22], this establishes a tight
O(n*/?\/z) bound.
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1 Introduction

The streaming model. The streaming model studies algorithms that process a long sequence of
updates using memory much smaller than the input size, typically in a single pass. It is motivated by
settings in which the input cannot be stored explicitly, and the algorithm must maintain a compact
summary from which the desired quantity can later be recovered or approximated. Streaming
algorithms have been developed for frequency estimation, graph problems, linear algebra, and
geometric optimization; see, e.g., [AMS99, Ind06, McG14, Mut05, Wool4]. A basic distinction is
between insertion-only streams, where stream updates only add data, and turnstile streams, where
deletions are also allowed. For some problems, allowing deletions has only a mild effect on the
achievable memory bounds; for others, it requires substantially more memory or leads to weaker
guarantees. Throughout, we restrict attention to algorithms that perform a single pass over the
input.

Geometric streaming. Geometric optimization in data streams concerns maintaining a solution
to an optimization problem defined over point sets in R? (or more generally, in metric spaces), where
points arrive one at a time and the algorithm has limited memory. Classical problems studied in
this setting include minimum enclosing ball (MEB), diameter, k-center, k-median, and histogram
construction; see, e.g., [Ind06, Guh09, McG14]. A basic feature of geometric streaming is the
dependence of the memory on the dimension d: some algorithms use memory polynomial in d,
while others require exponential dependence, and thus are not suitable for high dimension.

In the insertion-only model, there are strong results with polynomial dependence on d for several
problems. For MEB, streaming algorithms achieve (1.22 + ¢)-approximation [Chal4, HMV25]; for
diameter, (v/2 + ¢)-approximation [AS15, HMV25]; both with memory polynomial in 1/e. For k-
center, the StreamStrap framework gives (24 ¢)-approximation streaming algorithms with memory
polynomial in £ and 1/¢ [Guh09]. For k-median and k-means, coreset constructions combined with
the merge-and-reduce technique yield insertion-only streaming algorithms with memory polynomial
in d, k, and 1/e [HPM04, Che09, FL11, FSS20].

In the turnstile model, the picture depends strongly on the problem. For k-means and k-
median, sketching techniques yield (1 + ¢)-approximation algorithms with memory polynomial
in d, k, and 1/¢ [BFLT17, HSYZ18]. For k-center, existing (1 + &)-approximation algorithms use
memory exponential in d [{BBM23]; recently, Jiang, Krauthgamer, and Sapir [JKS24] gave the first
turnstile streaming algorithm for k-center that beats O(n) memory in high dimension, where n is
the length of the stream, achieving O(«a)-approximation using nt/o* . poly(kdlogn) memory. For
MEB, known turnstile approaches use memory exponential in d (via the grid method of [{BBM23]
applied to k=1). Thus, in high-dimensional geometry, the gap between insertion-only and turnstile
streams can be substantial.

Graph streaming. Many graph problems, including connectivity, spanning structures, cut prob-
lems, and subgraph counting, admit efficient streaming algorithms; see [McG14]. The effect of dele-
tions varies across problems. On the one hand, turnstile graph streams are sometimes amenable to
linear-sketching techniques [AGM12]. On the other hand, for minimum spanning forest, insertion-
only streams admit a single-pass semi-streaming exact algorithm [FKM™'05], whereas in turnstile
streams the known exact algorithms require multiple passes [AGM12]. For triangle counting,
insertion-only streams admit efficient approximation algorithms [PTTW13], while turnstile algo-
rithms typically require additional assumptions such as bounded degree [KKP18]. Thus, within
graph streaming, deletions do not have a uniform effect.



Bounded deletions. This thesis studies the bounded deletion model, in which the stream may
contain deletions but the total number of deletions is at most z. This model is an intermediate
model between the insertion-only and turnstile settings. Bounded deletion models have appeared
recently in the streaming literature: Jayaram and Woodruff [JW18] introduced the model for
frequency estimation, Zhao et al. [ZAAM22, ZAAT25] extended it to the SpaceSaving framework
for heavy hitters, and Khanna, Konrad, and Dark [KKD25|] studied maximal matching with at
most z deletions. The central question is: given an efficient insertion-only streaming algorithm,
can one retain its main guarantees when a bounded number of deletions is allowed, i.e. with similar
approximation factor and a small memory overhead?

Bounded deletions as post-stream queries. In the bounded deletion model, the stream may
interleave insertions and deletions, with the total number of deletions bounded by z. Through-
out this thesis, we formulate this model equivalently as follows: the algorithm first processes an
insertion-only stream P = (p1,...,p,) in a single pass. After the stream ends, a deletion set D C P
with |D| < z is given as a query, and the algorithm must produce an a-approximation for IT on
P\ D using only its stored memory state. This formulation is equivalent (up to an additive O(z)
term in the memory) to the interleaved model, because the algorithm can defer the effect of each
deletion to the end: it processes insertion updates normally, stores deletion updates in an O(z)-size
buffer, and applies the deletions only at query time.

1.1  Our Results
1.1.1 Streaming geometric problems with bounded deletions

Section 2 develops a general framework that converts an insertion-only streaming algorithm into
one that handles a bounded number of deletions. We apply this framework to several problems and
also give a direct algorithm for MEB; see Table 1 for a summary. For geometric problems, memory
is measured in machine words, and we assume that one input point (e.g. from R) can be stored
in one word.

MEB. The minimum enclosing ball of a point set is the smallest ball containing all points; its
radius is the quantity we approximate. For MEB in R? with at most z deletions, we give two
results. First, by applying our framework to the GBC algorithm of Halldérsson, Matsakis, and
Vesely [HMV25], we obtain a one-pass streaming algorithm achieving (1.22 + O(e))-approximation
using O((1/¢)°®)) machine words; see Corollary 2.3. Second, we give a simple one-pass al-
gorithm achieving 2-approximation using O(z - d) memory; see Theorem 2.17. For compari-
son, in the insertion-only model a (1.22 4 ¢)-approximation is achievable with poly(d/e) mem-
ory [Chal4, HMV25], while in turnstile streams known (1 + ¢)-approximation algorithms use mem-
ory (1/¢)°@) [dBBM23].

k-center. The k-center problem asks for k centers minimizing the maximum distance from any in-
put point to its nearest center. For k-center in a general metric space with at most z deletions, we ob-
tain a one-pass streaming algorithm achieving (2+¢)-approximation using O((g log %)Z“) machine
words, by applying our framework to a StreamStrap-based algorithm [Guh09]; see Corollary 2.11.
In the insertion-only model, StreamStrap achieves a similar approximation with O(f log %) mem-
ory [Guh09]. In turnstile streams over R, known (1 +¢)-approximation algorithms use memory ex-
ponential in d [dBBM23], with the recent exception of [JKS24] which achieves O(«a)-approximation



with nl/e” -poly(kdlogn) memory. Our bounded-deletion result applies to R? and avoids exponen-
tial dependence on d entirely.

Maximum-error histograms. A mazimum-error B-histogram approximates a one-dimensional
data stream by a piecewise-constant function with at most B buckets, minimizing the maximum
pointwise deviation between the histogram and the data. For this problem with at most z dele-
tions, we obtain a one-pass (1 + ¢)-approximation using O((g logé)zﬂ) machine words, again
via our framework; see Corollary 2.13. In the insertion-only model, StreamStrap gives a (1 + ¢)-
approximation with O(g log %) memory [Guh09]. To the best of our knowledge, no turnstile stream-
ing algorithm for this problem is known.

Problem Approx. | Bounded-deletions memory Insertion-only memory
MEB 2 O(z-d) (Thm. 2.17) O(d)
MEB 1.22 +¢ O((1/£)9®)  (Cor. 2.3) O(Z% log 1) [Chal4, HMV25]
k-center 2+¢ O((£log1)**1) (Cor. 2.11) O(£logl) [Guh09]
B-histogram 1+e O((E log 1)**!) (Cor. 2.13) O(E logl) [Guh09]

Table 1: Streaming geometry results in the bounded deletion model with at most z deletions,
compared with the best known insertion-only algorithms.

Techniques: the forking framework. The main technical tool behind our MEB, k-center, and
histogram results is a general method we call the forking framework. Given a qualifying insertion-
only streaming algorithm, the framework converts it into a bounded-deletion algorithm with some
memory overhead depending on z. It applies to deterministic subset-based streaming algorithms—
algorithms whose state consists of a subset of the input of size at most s (the summary) together
with at most m words of auxiliary metadata. We call such an algorithm z-forkable if it satisfies
a stability property: its approximation guarantee remains valid when up to z points are deleted
from the input, provided none of the deleted points belong to the summary (see property (F2z) in
Section 2).

Given a z-forkable base algorithm, the framework runs multiple executions of it in parallel,
organized as a tree of depth at most z. The root execution processes the full stream. Whenever an
execution in the tree adds a point p to its summary, p becomes vulnerable: if p is later deleted, that
execution’s guarantee may break. To protect against this, the framework creates a child execution
that has never seen p—specifically, it is initialized to the parent’s state immediately before p arrived,
and henceforth skips p entirely. This way, for every possible deletion set D of size at most z, the
tree contains a safe execution—one whose summary is disjoint from D. When the deletions are
revealed, the framework walks down the tree, following deleted summary points, until it reaches
such a safe execution and returns its output. Since the tree has depth z and each execution has
at most s children (one per summary point), the total number of executions is O(s?), each storing
O(s+m) words, for a total of O(s*-(s+m)) machine words; see Theorem 2.1. In Section 2, we verify
the z-forkability of the GBC algorithm for MEB [HMV25] and of StreamStrap-based algorithms
for k-center and B-histograms [Guh09].

1.1.2 Graph streaming with bounded deletions

Section 3 studies graph problems in the bounded deletion model. The edge stream M arrives over
a known vertex set V = [n]; after the stream, a deletion set D of at most z edges is revealed, and



Problem Approx. | Insertion-only memory Bounded deletions memory
Triangle counting l1+e O(%2E) [PTTWis] | O(EHEEEGEE 4 2)  (Thm. 3.1)
MSF (z=1) exact O(n) words [FKM™05] O(n) words (Thm. 3.4)
MSF (lower bound) exact O(nlogn) bits [FKMT05] Q(Nzlog z) bits  (Thm. 3.7)
3-Spanner (upper) | stretch 3 O(n®/?) [Bas08] O(n®?\/z) edges [BDR22
3-Spanner (lower) | stretch 3 O(n®/?) [Bas08] Q(n®/2\/z) edges (Thm. 3.8)

Table 2: Graph streaming results in the bounded deletion model with at most z edge deletions,
compared with the best known insertion-only algorithms. Here G = (V, M \ D) is the active graph,
n=|V|, m =|M \ D] is the number of active edges after deletions, A(G) is the maximum degree,
and 7(G) is the triangle count.

the active graph is G = (V, M \ D). These results use problem-specific techniques rather than the
forking framework. Table 2 summarizes the results.

Triangle counting. For (14 ¢)-approximate triangle counting with at most z deletions, we give
a one-pass algorithm using O((z + A(G)) - (m + 2)/(€27(G)) + z) memory, where m is the number
of active edges, A(G) the maximum degree, and 7(G) the triangle count; see Theorem 3.1. The
insertion-only bound is O( A(G)-m/(e?7(G))) [PTTW13]; our bound replaces A(G) by (z+ A(G))
and m by (m + z).

Minimum spanning forest. For exact MSF with a single deletion (z = 1), we give a one-pass
algorithm using O(n) memory—matching the insertion-only bound [FKM™'05]; see Theorem 3.4.
For general z, we prove an Q(Nzlog z)-bit lower bound (Theorem 3.7), showing that the memory
must grow with z for exact MSF.

Spanners. For 3-spanners with at most z deletions, the z-edge-fault-tolerant spanner construction
of [BDR22] gives an upper bound of O(n®/2,/z) edges in a single insertion-only pass. We prove a
matching lower bound of Q(n3/2\/z) (Theorem 3.8), showing that the dependence on z is tight.

2 Streaming Geometric Problems with Bounded Deletions

We develop the forking framework, a general method for extending insertion-only streaming algo-
rithms to the bounded deletion setting, and apply it to several geometric problems. The frame-
work itself makes no geometric assumptions and may be of independent interest for other problem
domains. We present it in Section 2.1, then verify the required stability property for three al-
gorithms: the Guarded Ball Cover for MEB (Section 2.2), and StreamStrap*-based algorithms
for k-center (Section 2.4) and maximum-error histograms (Section 2.5). We also give a direct 2-
approximation for MEB in Section 2.6. The StreamStrap* algorithm, a two-level summary view of
StreamStrap [Guh09] designed to expose the structure needed for the stability analysis, is described
in Section 2.3.

2.1 The Forking Framework

Problem setting. We consider minimization problems IT defined on finite point sets P C R%.
For each instance P there is an optimal value OPT(P) > 0. A streaming algorithm returns a value



OUT(P) > 0, and we say that OUT(P) is an a-approzimation for Il on P if
OPT(P) < OUT(P) < a-OPT(P). (1)

The input arrives as an insertion-only stream P = (p1,...,p,). We write P, := {p1,...,p:} for the
set of points seen in the first ¢ updates.

Subset-based streaming algorithms. We focus on deterministic one-pass algorithms whose
internal state consists of a subset Q@ C P;, called the summary, and an auxiliary metadata r. On
each arriving point p;, the algorithm updates its current state (Q,r) deterministically. At the end
of the stream it returns OUT(Q), which depends only on . We write Q(P) for the final summary
on stream P. We say that the algorithm admits a summary bound s if |Q| < s always, and a
metadata bound m if r uses at most m machine words. The algorithm achieves a-approximation
on insertion-only streams if for every stream P,

OPT(P) < OUT(Q(P)) < a-OPT(P). (2)

z-forkability. Fix an integer z > 1 and parameters § > 1, m > 1, and s > 2. We say that a
subset-based streaming algorithm ALG is (3, s, m)-z-forkable if it satisfies:

e (F22) Stability under deletion of non-summary subsets. For every stream P with final
summary Q(P) and every subset D C P\ Q(P) with |D| < z,

OPT(P\ D) < OUT(Q(P)) < B-OPT(P\ D). (3)

Taking D = () in (3) yields OPT(P) < OUT(Q(P)) < B-OPT(P), which is (2) with approximation
factor .

Main result.

Theorem 2.1 (Forking framework for z deletions). Let ALG be a deterministic (3, s, m)-z-forkable
streaming algorithm for a minimization problem I1. There exists a deterministic one-pass streaming
algorithm Fork(ALG, z) that processes an insertion-only stream P and then, given any deletion set
D C P with |D| < z, returns a B-approximation for Il on P\ D. The total memory usage is
O(s* - (s +m)) machine words.

Fork tree and node semantics. The algorithm maintains a rooted tree of executions of ALG,
of depth at most z. Each node is indexed by a set S C P with |S| < z and stores a full state
(Qs,rs) of ALG. The root is the node S = (), denoted Main. Node S runs an execution of ALG on
the substream P\ S: when point p; arrives, node S feeds p; to its execution unless p; € S, in which
case p; is skipped. We write and for the summary Qg stored at node S when the stream ends.

Node creation. Consider a node S with |S| < z. If the execution at node S processes some
pt ¢ S and inserts p; into its summary, create a child node S U {p;} and initialize it to the state
of node S immediately before processing p;. The child represents an execution in which p; was not
inserted; it protects against the possibility that p; is later deleted. The tree maintains the invariant
that every node S at depth ¢ satisfies |S| = ¢, and if S’ is the parent of S, then S’ C S.



Subtree pruning. If the execution at node S removes a point g from its summary Qg at some
later time, then g ¢ Qg from that point on, and deletions involving g are handled by the stability
property (3) applied to node S directly. The child node SU{g} and its entire subtree are therefore
no longer needed and are discarded.

Maintaining insertion order. To resolve ambiguities when multiple deleted points belong to a
node’s summary, we order summary points by their insertion time into that node’s summary. This
is maintained with no asymptotic overhead: keep a global counter ¢, and whenever a node .S inserts
the arriving point p; into (Qg, store the timestamp ¢ alongside p;.

Answering a deletion query. After the stream ends, a deletion set D C P with |D| < z is
given as a query. The algorithm traverses the fork tree to find a node S whose final summary Q%nd
is disjoint from D, as follows.

Query algorithm.
(i) Set S <« 0.

(ii) While D N Q‘fgnd # (): let g be the point with the earliest timestamp in D N Qfgnd and set
S« Su{g}.

(iii) Return OUT(Q%Y).

Proof of Theorem 2.1. Consider a stream P = (p1,...,p,) and a deletion set D C P with
|ID| < z.

Node correctness. We claim that every node S maintained in the tree is a faithful execution of ALG
on the substream P\ S. This follows by induction on the stream prefix P;. At time ¢t = 0 the root
S = () has processed no points, matching ALG on the empty stream. When p; arrives, node S feeds
pt to its execution unless p; € S, which is exactly what ALG would do on P\ S. If a child S U {p;}
is created, it is initialized to the state of S immediately before p;, so it matches ALG on the prefix
(P\S)\ {pt} = P\ (SU{p:}). All subsequent points py with ¢’ >t and py ¢ S U {p;} are fed to
the child execution, so at the end of the stream node S U {p;} has executed ALG on P\ (SU {p:}).

Termination. The while loop adds one element of D to S per iteration, maintaining the invariant
S C D. Since S € D and |D| < z, the set S grows by one element per iteration and the loop
terminates after at most z steps. After at most z steps the algorithm reaches a node S with |S| < z
and DN Q%“d = (). At each iteration, the child SU{g} exists: since g € Q%nd, the point g was never
removed from Qg during the stream, so the corresponding child was never pruned.
Approximation guarantee. At the node S where the loop terminates, every point of D \ S lies
outside the summary:
D\S C (P\S)\ Q.

Since |D \ S| < |D| < z, applying (3) to the execution at node S yields

OPT((P\ S)\(D\S)) < OUT(QPY) < B-OPT((P\S)\(D\S)).

The invariant S C D gives (P\ S)\ (D\ S) = P\ (DUS) = P\ D, so the returned value is a
B-approximation for IT on P\ D.

Memory bound. The tree has depth at most z and each node has at most s children at any time
(one per current summary element). The number of nodes is at most 1+ s+ s2 +--- +5* = O(s%),
and each stores one state of ALG using O(s + m) words. O



2.2 Minimum Enclosing Ball via the Guarded Ball Cover

We now apply the forking framework to the Guarded Ball Cover (GBC) algorithm of Halldérsson,
Matsakis, and Vesely [HMV25] for streaming MEB. We show that GBC is z-forkable for every z;
combined with Theorem 2.1, this yields a bounded-deletion algorithm for MEB (Corollary 2.3).

Notation. For a finite set X C R? we write MEB(X) for the minimum enclosing ball of X,
rad(X) for its radius, and Ball(c,r) for the closed ball in R? centered at ¢ with radius 7.

Model. A stream P = (pi,...,p,) C R? arrives. After the pass, a deletion set D C P with
|D| < z is given as a query, and the goal is to approximate rad(P \ D).
Theorem 2.2 (GBC is z-forkable). For every z > 0, the Guarded Ball Cover algorithm for MEB
satisfies (F2z) with
1 1 1 1
s = O<210g), m = O(Qlog), 68 = 1.22+ 2¢.
€ € € €

GBC as a subset-based streaming algorithm. At all times GBC maintains a family of
guarded balls B = {(c,7,g)}, where ¢ € R? is a center, 7 > 0 is a radius, and g € P is the guard
that created the ball, together with a guard set Q = {p1} U{g: (,-,¢9) € B}. When a new point p
arrives, GBC performs:

(i) Coverage test. If p lies in the (1 + ¢)-inflation of some ball in B, discard p.

(ii) New ball. Otherwise compute (c,r) < MEB(Q U {p}) (exactly or up to a (1 + 2/16) factor)
and insert (c,r,p) into B.

(iii) Pruning. Delete every ball (¢,7’,-) € B with v/ < (¢2/80) 7.
(iv) Rebuild guards. Set Q = {p1} U{g: (,-,9) € B}.

We write Qenq for the guard set at the end of the stream. The algorithm outputs OUT(Qenq) :=
(1.22 4+ ¢) rad(Qena)-

Geometric properties of GBC. The analysis in [HMV25] establishes the following properties
for every execution on input P:

e (G1) Geometric growth of radii. For consecutive balls Bprey and Bpew, Tnew > (1 +
2
€°/8) Tprev-

(G2) Location of deleted balls. Whenever a ball B is pruned upon creation of a ball of
radius 7, B C Ball(py, %r/40).

(G3) Memory bounds. |B| < E%log?—g and |Q <1+ 6%log@.

2

(G4) Coreset inequality. rad(P) < (1.22 + ¢) rad(Qend)-



Proof of Theorem 2.2. For clarity, we state GBC with exact MEB computations in the new-
ball step; using a (1 + £2/16)-approximation changes the constants but not the argument. The
description above shows that GBC is subset-based with summary and metadata bounds given
by (G3). It remains to verify (F2z). Consider a stream P with final guard set Qenq, and let
D C P\ Qenq with |D| < z.

Lower bound. Since P\ D C P, monotonicity gives rad(P \ D) < rad(P), and by (G4), rad(P) <
(1.22 + ¢) rad(Qena) = OUT(Qend). Hence OPT(P \ D) =rad(P \ D) < OUT(Qend)-

Upper bound. Let G C D be the subset of points that served as guards at some time during the
execution on P. Points in D \ G were never guards; removing them from P does not affect any
update, i.e., the execution on P\ (D \ G) is identical to the execution on P and has the same Qeng-
Since P\ D = (P \ (D \ G)) \ G, it suffices to prove the upper bound assuming D = G, i.e., every
x € D was a guard at some time but & ¢ Qeng-

For each x € D, let B, be the ball created with guard z, and let r, be the radius of the ball
whose creation caused B, to be pruned. By (G2), x € Ball(p1,e%r,/40). Set rp := maxgep rs.
Then for all z € D, ||z —p1| < %T‘D.

Let (c%!, R%!) be the center and radius of MEB(P\ D), so R = rad(P\ D) and [|p; — c%¢|| <
RY! (since p; ¢ D). For every x € D,

2
9
lz = < [l = pal| + [lpr = Y| < ot R,

so Ball(cde!, Rdel %’I"D) contains all of P, giving
2
rad(P) < rad(P\ D)+ 0D (4)

Since r; < rad(P) for all z € D, we have rp < rad(P). Substituting into (4) and rearranging gives
rad(P) < —3——rad(P \ D). Finally, since Qenq C P,

1—2/40
1.22 +¢
OUT(Qend) = (122 + 5) rad(Qend) S (122 + 5) I'ad(P) S m rad(P \ D),
which gives § = 12242 < 1.92 4 2¢. O

1-e2/40 —

Corollary 2.3 (MEB with bounded deletions). For every z > 1 and € > 0, there exists a deter-
manistic one-pass streaming algorithm that processes a stream P C R® and then, given as query
a deletion set D C P with |D| < z, returns a (1.22 + O(e))-approximation to rad(P \ D). The
algorithm uses O((l/e)o('z)) machine words.

Proof. By Theorem 2.2, GBC is (8, s, m)-z-forkable with 8 = 1.22 + 2¢, s = O(¢ 2 log(1/¢)), and
m = O(g~2log(1/e)). Theorem 2.1 yields a one-pass bounded deletion algorithm using O(s - (s +
m)) = O((e~2log(1/¢))* - e 2log(1/e)) = O((1/2)°*)) machine words. O

Farthest Neighbor queries with bounded deletions. The GBC algorithm also supports
(V/2 + ¢)-approximate Farthest Neighbor queries: given a query point = € R?, it returns the guard
¢’ = argmaxyeq,,, /¢ — x||. Our forking framework extends this to the bounded-deletion setting:
for a general deletion set D C P with |D| < z, the framework finds a node S C D whose guard set
Q%“d is disjoint from D, and the farthest neighbor query is answered using Q‘gnd.
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Corollary 2.4 (Farthest Neighbor under bounded deletions). Let P = (p1,...,p,) C R? be a
stream processed by Fork(GBC, z). For every deletion query D C P with |D| < z and every query
x € RY, the algorithm returns a (v/2 + €)-approzimate farthest neighbor for P\ D.

Proof. The forking framework finds a node S C D with D N Qesnd =0, so Qesnd C P\ D. Let
q = arg MaX, e gend llg — z||. Since Qgﬂd is the final guard set of an execution of GBC on P\ S, the

GBC analysis (Corollary 6 in [HMV25]) gives ||p — z|| < (V2 +¢) - [|¢ — | for every p € P\ S. In
particular this holds for every p € P\ D C P\ S. O

2.3 StreamStrap*: A Two-Level View of StreamStrap

Our k-center and histogram applications rely on the StreamStrap algorithm of Guha [Guh09]. We
define StreamStrap*, a view of StreamStrap in which each active copy’s initialization summary and
running summary are explicitly exposed. The underlying execution is identical to StreamStrap;
the additions are (i) two-level summary bookkeeping for each active copy, and (ii) an initial failure
witness computed at startup. We verify that StreamStrap™ preserves the original approximation
guarantee, and we establish a structural lemma (Lemma 2.8) that is the key to the deletion-robust
analysis in Sections 2.4 and 2.5.

Thresholded routines. A thresholded streaming routine for a minimization problem II is a one-
pass insertion-only algorithm parameterized by a guess ¥ > 0 and an approximation factor a > 1.
It maintains a feasible solution and either (i) succeeds with solution value at most aF (in particular
whenever OPT < E), or (ii) reports failure, certifying OPT > E for the instance processed so far.

Thresholded k-center routine. For k-center in a metric space we use the Hochbaum—Shmoys
routine [HS86]. Given E > 0, it maintains a center set S C P initialized as S = (). On arrival of
p, if d(p, S) > 2F it inserts p into S; otherwise it ignores p. If |S| > k the routine fails; on success
|S| < k and maxpepd(p,S) < 2E, so a = 2. At the moment of failure, S contains k + 1 stream
points with all pairwise distances exceeding 2FE; we call S a failure certificate at threshold F, since
no set of at most k centers can cover S with radius < FE.

Thresholded maximum-error histogram routine. For maximum-error histograms with bucket
budget B and guess E > 0, the routine performs a greedy left-to-right scan. It maintains the run-
ning minimum ¢ and maximum b of the current bucket, together with stream points awit, bwit € P
realizing them. On arrival of : if max{b, z} —min{a, z} > 2FE, the routine closes the current bucket,
recording the crossing pair (u,x) where u € {awit, bwit} is the witness that forced the threshold
crossing, and starts a new bucket with a = b = x; otherwise it updates a,b and the corresponding
witnesses. If more than B buckets are opened, the routine fails. On success every bucket has
error at most E, so @ = 1 [Guh09]. At the moment of failure, the routine has discovered a failure
certificate at threshold E: B ordered crossing pairs (u1,1),. .., (up,xp) with |uj —x;| > 2E; these
certify that no B-bucket histogram achieves max-error < F.

StreamStrap [Guh09]. Let Ey > 0 be the smallest guess at which the thresholded routine does
not fail on the initial stream prefix. Given a thresholded routine with factor o > 1, StreamStrap
runs L = O(2 log 2) copies in parallel at geometrically spaced guesses Ey, (1+¢)Ey, . . ., (14+€)/ 1 Ey,
where (1+¢)” > a/e. The active guesses always form a contiguous set of L values. When a copy
at guess G fails, StreamStrap discards every active copy at guess G’ < G and creates, for each
discarded copy, a replacement at guess (14-¢)*G’, initialized by feeding it the discarded copy’s
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current summary as a prefix. At the end of the stream, StreamStrap outputs the solution of the
copy with the smallest active guess.

Algorithm StreamStrap*. The execution of StreamStrap* is identical to StreamStrap, with two
additions.

Two-level summaries. Each active copy C explicitly stores two summary levels: S (C),
the current summary of the thresholded routine, and SP*V(C), the summary from which C was
initialized (set to () for original base copies).

Initial witness. At the moment Ejy is determined, the algorithm computes an initial failure
witness Wy: the failure certificate of the thresholded routine at threshold Ey/(1+¢), executed on
the stream prefix processed so far. For k-center, Wy consists of k41 stream points with all pairwise
distances exceeding 2Ey/(1+¢); for maximum-error histograms, Wy consists of B ordered crossing
pairs with gaps exceeding 2Ey/(1+¢). Such a certificate exists because Ej is the smallest guess
at which the thresholded routine has not yet failed on the initial prefix; any guess strictly below
Ey fails. The set Wy is stored permanently and uses O(k) words for k-center or O(B) words for
histograms.

The global exposed summary is

Q=Wou |J (57(C)uS™(C)). (5)

C active

Update rule. On each arriving point p, feed p to every active copy; each copy updates S°*
according to its thresholded routine. When a copy C' at guess G fails: for every active copy C’ at
guess G’ < G, discard ¢ and create a replacement C at guess (14¢)LG' with SPY(C) := Sewr(C");

the thresholded routine of C is then initialized by feeding it the points of S (C”) as a prefix of
the input stream. The active set of guesses shifts accordingly; the number of active copies remains
exactly L.

Final output. At stream’s end, let C* be the active copy with the smallest guess E*. The
output is OUT(P) := OUT(S™(C*)): for k-center, the maximum covering radius of the center
set ST (C™*); for histograms, the maximum bucket error of the histogram represented by S (C*).

Lemma 2.5 (Memory bound). StreamStrap™ maintains exactly L active copies throughout. If each
thresholded routine stores a summary of size at most sg (and a failure certificate of size at most

so+ 1), then |Q| < 2(so+1)L + (so+1) = O(soL).

Proof. Each failure event discards some copies and creates exactly one replacement per discarded
copy, preserving the count of L active copies. Each active copy contributes at most |SP™V |45 ™| <
2(sp+1) points to @ (since SP**V may hold a failure certificate of size so+1), and Wy contributes at
most sp+1 additional points. ]

Lemma 2.6 (Approximation guarantee). StreamStrap* achieves the same approximation ratio as
StreamStrap, namely o/ (1—3¢) for e < 1/10.

Proof. The two-level bookkeeping and the initial witness do not alter any algorithmic decision; the
proof of Theorem 1 in [Guh09] applies verbatim. We record the bounds used below. Let C* be the
active copy with smallest guess E*.

e (K1) Upper bound. OUT(P) < (a+ &) E*.

12



¢ (K2) Lower bound. OPT(P) > (1-3¢) E*.
O

Lemma 2.7 (Initial witness). At the time Ey is determined, the thresholded routine with guess
Eo/(14¢€) fails on the prefiz processed so far, and hence a failure certificate Wy at threshold
Eo/(1+¢) ewists.

Proof. By definition, Ej is the smallest guess at which the thresholded routine has not yet failed on
the initial prefix; any guess strictly below Ej fails. The routine at guess Ep/(1+¢) < Ey therefore
fails, producing Wj. 0

The following lemma is the key to the deletion-robust analysis.

Lemma 2.8 (Failure witness is exposed). Let E* be the smallest active guess at stream’s end, and
let G* := E*/(14¢€). Then Q contains a failure certificate at threshold G*.

Proof. If E* = Ejy, Lemma 2.7 gives Wy C Q). Suppose E* > Ey. The copy at guess G* failed, so
the active guesses shifted upward and E* = (1+¢)G* became the smallest active guess. Its failure
certificate was stored as SP*V(C”) of the replacement C” at guess (1+¢)“G*. No subsequent failure
shifts the active guesses past E*, so C’ survives to stream’s end and SP*V(C") C Q. 0

Remark 2.9. The two additions to StreamStrap* together guarantee a failure certificate at thresh-
old G* for every possible value of E*: the initial witness Wy handles the base case E* = Ej, where
no failure event has produced such a certificate, and the two-level summaries ensure it remains
exposed for E* > FEjy.

2.4 k-Center via StreamStrap*

We verify z-forkability for the k-center specialization of StreamStrap*. A stream P = (p1,...,pn)
arrives in a metric space (M,d). After the pass, a deletion set D C P with |D| < z is revealed,
and the goal is to approximate OPT(X) := mingc x, |cj<x maxpex d(p, C) on P\ D. Specializing
StreamStrap® to k-center with the Hochbaum-Shmoys routine (o = 2, running summary size k,
failure certificate size k+1) gives L = O(21log 1) active copies and |Q| = O(g log 1).

Theorem 2.10 (StreamStrap*(k-center) is z-forkable). Fiz z > 1 and ¢ < 1/10. Algorithm
StreamStrap™ for streaming k-center is (3, s, m)-z-forkable with

ﬁ:(1+8)(2+€>:2+0(6), 5:O(k10g1>, m:O<klog1).
1—¢ € € € €

Proof. The algorithm is deterministic and subset-based: all points stored in () are stream points.
The summary and metadata bounds follow from Lemma 2.5 (with sop = k, so failure certificates
have size k+1; the asymptotic bound O(kL) is unchanged). It remains to verify (F2z).

Fix a stream P and let E*, @, and G* := E*/(1+4¢) be as above. Fix D C P\ Q with |D| < z.
Lower bound. Since P\ D C P, monotonicity gives OPT(P\ D) < OPT(P) < OUT(P), where the
second inequality is the insertion-only guarantee.

Upper bound. By Lemma 2.8, ) contains a failure certificate W* at threshold G*. For k-center,
W* is a set of k-+1 stream points with all pairwise distances exceeding 2G*. Since D N Q = 0, all
points of W* survive in P\ D, so OPT(P \ D) > G*. Combining with (K1):

OUT(P) < (2+1€_6> B = <1+e)<2+15_8> G* < B-OPT(P\ D).
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Corollary 2.11 (k-center with bounded deletions). For every z > 1 and € > 0, there exists a
deterministic one-pass streaming algorithm that, given a deletion query D with |D| < z, returns a
(2+4¢)-approxzimation to the k-center objective on P\ D, using O((% log 1)) machine words after
rescaling € by a constant.

Proof. Theorem 2.10 gives (8, s, m)-z-forkability with 8 = 2+0(e) and s = m = O(flog 1.
Theorem 2.1 yields memory O(s*(s+m)) = O((% log 1)*1). O

2.5 Maximum-Error Histograms via StreamStrap*

We verify z-forkability for maximum-error histograms. A stream P = (p1,...,p,) C R arrives,
and after the pass a deletion set D C P with |D| < z is revealed. The goal is to approximate the
minimum, over all B-bucket piecewise-constant representations H, of |P\ D — H||«. Specializing
StreamStrap™* to histograms with the greedy bucketing routine (« = 1, running summary size O(B),
failure certificate size O(B)) gives L = O(2log 1) active copies and Q| = O(g log 1).

Theorem 2.12 (StreamStrap*(max-error hist) is z-forkable). Fiz z > 1 and ¢ < 1/10. Algorithm
StreamStrap* for streaming mazimum-error histograms is (3, s, m)-z-forkable with

,8:(1+8)(1+€>=1+O(8), s:O<Blog1>, m:O(Blogl).
1—e € € € €
Proof. The algorithm is deterministic and subset-based: summaries store bucket boundary wit-
nesses, crossing-pair witnesses, and current min/max witnesses, all of which are stream points.
The summary and metadata bounds follow from Lemma 2.5. It remains to verify (F2z).

Fix a stream P and let E*, @, and G* := E*/(1+4¢) be as above. Fix D C P\ Q with |D| < z.

Lower bound. Deleting points from a stream cannot increase the maximum bucket error of a fixed
histogram. Hence OPT(P \ D) < OPT(P) < OUT(P).

Upper bound. By Lemma 2.8, () contains a failure certificate W* at threshold G*. For histograms,
W™ consists of B ordered crossing pairs (u1, 1), ..., (up,xp) with |u; —x;| > 2G* for each j. Since
DN@Q = 0, all 2B witness points survive in P\ D. Any B-bucket histogram containing both w; and
x; in the same bucket would have bucket range exceeding 2G* and hence maximum error exceeding
G™; thus every histogram with maximum error at most G* must place a boundary strictly between
u; and x;. The B crossing pairs arise from consecutive greedy threshold crossings and are ordered
along the stream, so the B required boundaries are distinct. Hence B crossing pairs force at least
B+1 buckets, giving OPT(P \ D) > G*. Combining with (K1) (with a = 1):

OUT(P) < (1+1;> B = (1+e)<1+15_5> G* < B-OPT(P\ D).

O]

Corollary 2.13 (B-histograms with bounded deletions). For every z > 1 and € > 0, there exists a
deterministic one-pass streaming algorithm that, given a deletion query D with |D| < z, returns a
(14-¢)-approzimation to the mazimum-error B-histogram on P\ D, using O((g log %)ZH) machine
words after rescaling € by a constant.

Proof. Theorem 2.12 gives (3, s, m)-z-forkability with 3 = 14+0(c) and s = m = O(£log ).
Theorem 2.1 yields memory O(s*(s+m)) = O((g log 2)=+1). O
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2.6 A Simple 2-Approximation for MEB

We give a direct algorithm for MEB with bounded deletions that achieves a weaker approximation
factor but uses substantially less memory than the GBC-based approach.

Let P = (p1,...,pn) C R arrive as a stream. After the pass, a deletion query D C P with
|D| < z is given; the active points (not deleted) are P’ = P\ D.

Definition 2.14. Given a finite set P C R%, a point ¢ € R? is called a centerpoint of P if every

closed halfspace whose boundary passes through c contains at least % points of P.

For a set X C R? we write conv(X) for its convex hull. We use Lemma 4 in [ZZMO09] (stated
for outliers) rephrased for deletions.

Lemma 2.15. Let P C R? with |P| = (d+1)(z+1) and let ¢ be a centerpoint of P. Then for every
deletion set D C P with |D| < z, the point c lies in conv(P \ D), and hence inside MEB(P \ D).

Proof. Suppose for contradiction that ¢ ¢ conv(P \ D). Then there exists a closed halfspace H™
that contains P\ D but not c¢. Since ¢ is a centerpoint of P, any closed halfspace not containing ¢
can contain at most #‘11|P| =d(z+1) points of P. But [P\ D| > (d+1)(24+1)—z=d(z+1)+1,
so H™ must contain at least d(z + 1) + 1 points of P—a contradiction.

O]

Algorithm. If |P| < (d+ 1)(z + 1), we store all points and answer the deletion query exactly,
therefore assume that |P| > (d 4+ 1)(z + 1). The algorithm reads the first (d+1)(z+1) points into
a buffer, computes a centerpoint ¢ € R%, then feeds all buffer points through the heap update rule
described below before discarding the buffer. It maintains a min-heap OUT of capacity z+1 keyed
by distance to ¢, storing the z+1 farthest points from ¢ seen so far. When a deletion query D is
given, the algorithm returns 7 = max,counp |lp — cl|-

Algorithm 1 STREAMROBUSTMEB(2)

Lm<+ (d+1)(z+1)

2: Read the first m points into a buffer B

3: Compute a centerpoint ¢ of B

4: Initialize a min-heap OUT of capacity z+1 keyed by ||p — ¢||

5: for each point p € B do

6: if |Out| < z+1, insert p; else if ||p — ¢|| exceeds the smallest key in OuUT, replace it
7: end for

8: for each remaining stream point p do

9: if |Out| < z+1, insert p; else if ||p — c|| exceeds the smallest key in OUT, replace it
10: end for

11: Let 7 ¢ max,coun\p |Ip — ¢||

12: return r

Memory. The buffer uses (d+1)(z+1) words and is discarded after computing ¢ and populating
the heap. The centerpoint ¢ uses d words. The heap stores z+1 words (one per input point). Total:
O(d - z) machine words.

Corollary 2.16. Since |Out| = z+1 and |D| < z, there exists ¢ € Out \ D, and r > ||q — ¢||.

15



Theorem 2.17. Algorithm 1 provides a 2-approximation to the streaming MEB problem with at
most z deletions using O(zd) memory words.

Proof. Let OPT = rad(P\ D) and let ¢* be the center of MEB(P\ D). Since c is a centerpoint of B
with |B| = (d+1)(z+ 1), Lemma 2.15 applied to B with deletion set D N B gives ¢ € conv(B \ D).
Since B\ D C P\ D, we have ¢ € conv(P \ D), and hence c lies inside MEB(P \ D). In particular,
|lc — ¢*]] < OPT. By Corollary 2.16, there exists an active point ¢ € Out \ D.

Upper bound (r < 20PT). For any p € P\D, ||p—c|| < ||[p—c*||+|/c*—¢| < OPT+OPT = 20PT.
Since Out \ D C P\ D, we have r < 20PT.

Lower bound (r > OPT). Since c lies inside MEB(P \ D), max,cp\p ||[p—¢[| = OPT: otherwise
Ball(¢, max, ||p — ¢||) would enclose P\ D with radius strictly less than OPT, contradicting min-
imality. The heap stores the z+1 farthest points from ¢ among all of P, so its farthest surviving
point is at least as far as the farthest point of P\ D from c¢. By Corollary 2.16 at least one heap
point survives, giving r > OPT. O

3 Graph Streaming with Bounded Deletions

The model and results for this section were described in Section 1.1.2; we recall the notation briefly.
The vertex set V' = [n] is known in advance. An edge stream M arrives; after the stream, a deletion
set D C M with |D| < z is revealed, and the surviving graph is G = (V, M \ D).

3.1 Triangle Counting with Bounded Deletions

We give a one-pass (1 £ €)-approximation algorithm for triangle counting with at most z dele-
tions. The insertion-only algorithm of Pavan, Tangwongsan, Tirthapura, and Wu [PTTW13]
uses O(A(G)m/(e?7(G))) memory. In the turnstile model, the tight sketching complexity is
O(m/7(G)?/3), but only for graphs of bounded degree O(7(G)Y3) [KKP18]; when the maxi-
mum degree is higher, no comparable bound is known. Our algorithm uses O((z + A(G)) - (m +
2)/(e*7(G)) + z) memory, with no degree assumption.

Setup. Write m = |M \ D] for the number of active edges, A(G) for the maximum degree, and
7(G) for the number of triangles in G. For any inserted edge e € M, let N(e) denote the set of all
edges arriving after e in the stream that share an endpoint with e, including those later deleted.

Theorem 3.1. There is a one-pass streaming algorithm that processes a stream with at most z
deletions and returns a (1 +¢e)-approzimation to 7(G) with probability at least 1 —§. The algorithm
runs v independent copies of a sampling procedure, using O(r + z) memory words in total, where

r =

12 (z4+A(G)) - (m+2) 2
2 (@) 10g(5>'

Algorithm. Each copy samples a random edge r; from the stream uniformly at random (via
reservoir sampling), then samples a second edge ry uniformly from all edges arriving after r; and
adjacent to 71 (again via reservoir sampling), and finally checks whether a closing edge completes
the triangle. If not, then no triangle is sampled. Deletions are given as a query at the end of the
stream; a sampled triangle is accepted only if none of its edges was deleted. The formal pseudocode
is given in Algorithm 2 below.

Notation. COIN(p) denotes an independent Bernoulli trial that returns “heads” with probability p.
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Algorithm 2 NSAMP-TRIANGLE (one copy)
1: Initialize: (rq1,ro,t, ¢, nins) < (0,0,0,0,0)
2: for each stream element e (insertion) do
3: Nins $— Nins + 1
4:  if COIN(1/nins) = “head” then
5 (r1,7re,t,¢) < (e,0,0,0)
6: else
7
8
9

if e shares an endpoint with r; then

c+—c+1
if CoiN(1/c) = “head” then
10: (re,t) < (e,0)
11: end if
12: if e forms a triangle with r; and ro then
13: t < {ri,ro, e}
14: end if
15: end if
16:  end if
17: end for

Query. After the stream ends, the deletion set D is revealed. At this point nj,s = m + |D| is the
total number of inserted edges, and ¢ = |N(r1)| is the number of edges adjacent to r; that arrived
after it (including those now revealed as deleted). The output of a single copy is

- C Nips ift#Oand tND =0,

T =
0 otherwise.

Lemma 3.2. Let t* = {fi1, fo, f3} be a triangle in G, with f1 arriving first, fo second, and f3 last

in the stream. A single copy sets t = t* (the sampled triangle equals t*) with probability

1
(m+ D) - IN(fu)l

Proof. Let & denote the event 1 = f; and & the event r9 = fo. The algorithm sets ¢t = t* if
and only if both events hold (the closing edge fs3 is then detected automatically by the triangle
check). The first reservoir sampling step gives Pr[€1] = 1/(m + |D|). Conditioned on &, the edge
r9 is sampled uniformly from N(f1) (the edges adjacent to f; that arrive after it, including deleted
ones) by the second reservoir sampling step, so Pr[& | &1] = 1/|N(f1)|. Multiplying gives the
stated probability. O

Pr[t =t"] =

Lemma 3.3. E[7] = 7(G).

Proof. Fix a triangle t* = {f1, fa, f3} C G (all three edges active, with f; arriving first). When the
algorithm sets ¢ = t* and t* N D = (), the output is 7 = ¢ nins = |[N(f1)|- (m+|D|). Summing over
all active triangles and applying Lemma 3.2:

- IN(fi)l - (m +|DJ)
Ef = > =7(G). O
(g MDD - INCH)]

f1 arrives first
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Proof of Theorem 3.1. Let X; be the output of the j-th copy and X = % Zj X;. By Lemma 3.3,
E[X] = 7(G). Since |D| < z, we have nijns = m+|D| < m+z. The counter ¢ satisfies ¢ < 2A(G)+z:
at most 2A(G) — 2 active edges share an endpoint with r1, and at most z deleted edges are also
adjacent to 71; thus each X; = c¢-nins < (2A(G)+2)(m+2). Setting Y; = X;/((2A(G)+z)(m+2)) €
[0,1] and Y = 3.V}, a Chernoff bound gives Pr[|X — 7(G)| > e7(G)] < 2exp(—% [V]) <& when
E[Y] > Slog}. Since E[Y] = r7(G)/((2A(G) + 2)(m + 2)), setting r = 3 . CAEHIE) 1052
suffices; since 2A(G) 4+ z = O(A(G) + z), this matches the bound in the theorem statement. Each

copy uses O(1) memory words; the shared deletion set D uses O(z) words. Total memory is O(r+z).
(]

3.2 Minimum Spanning Forest with One Deletion

Edges carry real-valued weights, assumed distinct (break ties lexicographically). The deletion query
is D = {e}, a single edge (z = 1).

The MSF can be computed exactly in a single insertion-only pass using O(n) memory [FKM™05].
In the turnstile model, the exact algorithm of [AGM12] takes O(log n) passes. We show that a single
deletion can be handled in one pass with O(n) memory.

Notation. For a graph H, a spanning forest F' C H, and a tree edge e € F', let Cg(e) be the set
of edges of H crossing the vertex bipartition obtained by removing e from F. When F' is an MSF
of H, the cut property implies that every e € F' is the unique minimum-weight edge in Cg(e). For
edges c and z, define

x if ¢ = NULL or w(z) < w(c),

UPDATE(c, ) = .
¢ otherwise.

Theorem 3.4. There is a one-pass streaming algorithm that processes a weighted edge stream with
at most one deletion on an n-verter graph with distinct edge weights and, given a deletion query

D = {e}, outputs MSF(G \ D). The algorithm uses O(n) memory words.

Algorithm. The algorithm maintains the MSF F' of the graph seen so far and an array repl|e]
for each e € F, storing the lightest edge ¢’ ¢ F' in the fundamental cut Cr(e).
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Algorithm 3 STREAMMSF-ONEDELETION
1: F < ; replle] < NULL for all e
2: for each arriving edge e = (u,v,w) do
3: if w and v are in different components of F' then

4: Add e to F; set reple] < NULL

5. else

6: Let P be the u—v path in F'

7: €max ¢ ArgMaXqe pufe} W(q)

8: if e # emax then

9: Remove ey from F, add e to F', and set repl[e] < NULL
10: end if

11: Let P’ be the path in F' between the endpoints of epay
12: for each ¢ € P’ do

13: repl|q] < UPDATE(repl[q], €max)

14: end for

15:  end if

16: end for

Query. Given a deletion query D = {e}:
o If e ¢ F: return F' (non-tree edge deletion does not affect the MSF).
e If e € F' and replle] = NULL: return F'\ {e}.
e Otherwise: return (F'\ {e}) U {repl[e]}.

Lemma 3.5 (Invariant). After processing any stream prefix, F is the MSF of the graph seen so
far, and for every e € F, replle] is the lightest edge in Cr(e) \ F (or NULL if Cp(e) \ F =0).

Proof. By induction on the stream prefix; the base case is trivial. Suppose edge e = (u,v) arrives.

Case 1: u,v in different components. Adding e to F' creates a fundamental cut Cr(e) = {e} with
Cr(e)\ F =), so repl[e] = NULL is correct. All other fundamental cuts are unchanged.

Case 2: u,v in the same component. Let epax be the heaviest edge on the cycle PU{e}, and define

F = {F’ €max = €,
Tl E\ {emax ) U{e},  emax # e

By the cycle property, F’ is the MSF after processing e. Let a,b be the endpoints of ey, and P’
the a—b path in F’. We verify the invariant for every q € F”.

For g € F'\ P’: neither epay nor e crosses Cr(q), so Cp/(q) = Cr(q) and repllq] is unchanged
and correct.

For ¢ € P": removing ¢q from F’ places a and b in different components, so epax = (a,b) €
Cri(q) \ F'. We show that after the update repl[q] + UPDATE(repl[q], €max), the value repl|q] is
the lightest edge in Cr/(q) \ F’.

Subcase q¢ = e (arises only when epax # €). Removing e from F’ gives F' \ {e} = F \ {€max},
so Cpr(e) = Cr(emax). By the cut property of F, the edge emax is the lightest edge in Cr(emax),
hence the lightest in Cgr(e) \ F'. The algorithm sets replle] <— NULL then updates with epax,
giving replle] = emax.
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Subcase g € P'\ {e}. Consider an edge g = (u/,v") ¢ F', g # emax, that crosses exactly one of
Cr(q) and Cpg:(q). The paths 7p(u',v") and 7 (u',v") differ (one contains ¢, the other does not).
Since F and F”’ differ only in the exchange of epax for e, if emax & mp(u’,v’) the exchange does not
affect the path, giving mp (v',v") = wp(u/,v") — a contradiction. Hence epax € mp(u’,v’), and the
cycle property gives w(g) > w(emax)-

It follows that every edge in (Cr(q) \ Cr(q)) \ F’ has weight at least w(emax), and every edge
in (Cr(q) \ Cr(q)) \ F has weight at least w(emax). Edges in (Cr(q) N Cpi(q)) \ F' are handled
by the induction hypothesis. Since epax € Cpi(q) \ F' and the update takes the minimum of the
previous value and w(emax), the invariant is preserved. O

Lemma 3.6. The algorithm outputs MSF(G \ D).

Proof. If e ¢ F, removing a non-tree edge does not affect the MSF. If e € F' and replle] = NULL,
no non-tree edge crosses C'r(e), so removing e disconnects a component and MSF(G\ D) = F\ {e}.
If e € F and replfe] # NULL, the lightest non-tree edge in Cr(e) is ¢/ = repl[e] by Lemma 3.5,
and the MSF exchange property gives MSF(G \ D) = (F'\ {e}) U {¢'}. O

Memory. F has at most n — 1 edges, each with one replacement entry: O(n) words.

3.3 Lower Bound for MSF with Bounded Deletions

Section 3.2 handles z = 1 for exact MSF in O(n) memory. A natural question is how the memory
must grow with z. We prove (N zlog z) bits are necessary for N-vertex graphs, even for randomized
algorithms.

Theorem 3.7 (Randomized MSF lower bound). For every N and every z with log N < z < N/4,
every randomized one-pass streaming algorithm that processes a stream with at most z deletions
on an N-vertex weighted graph (weights are bounded by poly(N)) and outputs MSF(G \ D) with
probability at least 2/3 must use Q(Nzlogz) bits of memory.

Proof. We reduce from the k-Augmented Permutation Index problem [SW15]: Alice holds k per-
mutations o), ..., c®) of [¢]; Bob holds an index (j,4) € [k] x [{] together with the permutations
oU*D .. o) Bob must output o@) (i) with probability > 2/3. Any one-way communication
protocol requires Q(kflog ) bits. We set £ = z and choose k below.

Graph construction. Given k permutations o = (o(1), ..., 6®)) of [2], construct the bipartite
weighted graph G = (LUR, E, w) with L ={l;,...,{,} and R = {p1, ..., pr}. For a target vertex
count N, set k = N — z. Then |L|+ |R| = 2+ k = N. Since z < N/4, we have k = N — z > 3N/4,
and hence k = O(N). The left path ¢14s,...,¢,_1¢, has weights w(l¢li11) = t/(2 + 1) € (0,1),
ensuring these edges are the lightest and always belong to the MSF. For each j € [k] and i € [z],
the cross edge e = (¢, pj) has weight w(el(-j)) = oU)(i) +j/(k+ 1). Since ¢U) is a permutation

i

and the fractional parts j/(k + 1) are distinct, all edge weights are distinct.

Protocol. Let A be a streaming algorithm for exact MSF with at most z deletions. Alice streams
G4 through A and sends Bob the memory state of A (s bits) together with the current MSF F
(O(Nlog N) bits). Bob issues the deletion query D = {(¢, pj) : t # i} with |[D| =2z —1 < z. After

the deletion, p; is connected to L only via egj ), which is therefore forced into MSF (G4 \ D). The
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weight w(e(j)) = o0 (i) + j/(k + 1) reveals 0\ (i) (since the fractional part j/(k 4 1) is known to

i

Bob). Applying the lower bound with & = ©(N) and ¢ = z:
s+ O(NlogN) = Q(kzlog z) = Q(Nzlog z).

Since z > log N implies Nzlogz > Nlog N -log(log N) = w(N log N), we conclude s = Q(Nzlog z).
O

3.4 Spanners with Bounded Deletions

Model. The graph G is unweighted. A (possibly randomized) algorithm processes the stream of
edges M and maintains S C M such that S\ D is a 3-spanner of G\ D for every deletion query D with
|D| < z; here H is a 3-spanner of G if every pair of vertices u, v satisfies dist g7 (u, v) < 3-distg(u, v).
Since adding edges cannot increase distances, if some H C S\ D is a 3-spanner of G\ D, then S\ D
is itself a 3-spanner; the two formulations are therefore equivalent. For randomized algorithms,
the success probability is over the internal randomness before the deletion query is revealed; with
probability at least 0.9, the stored set S satisfies: S\ D is a 3-spanner of G \ D simultaneously for
every D with |D| < z.

Fault-tolerant spanners as upper bounds. A subgraph H C G is an f-edge-fault-tolerant
(f-EFT) (2t—1)-spanner [CLPR10] if H \ D’ is a (2t—1)-spanner of G \ D’ for every D' C E(G)
with |D'| < f. The greedy algorithm achieves edge-fault-tolerant spanners of size O( f 12 g1/t 4
fn) for even t [BDR22|. Since the greedy algorithm processes edges one at a time, it is directly
implementable in a single insertion-only pass [BP19, CJMV25].

An f-EFT spanner H with f = z is a valid solution in the bounded deletion model: the
algorithm constructs H during the stream, and H \ D is a (2¢t—1)-spanner of G\ D for any |D| < z.
For 3-spanners (t = 2) with z deletions and z < \/n, this gives |H| = O(2'/? - n%/2). We prove this
is tight.

Theorem 3.8 (Spanner lower bound). Let 2 < z < \/n. FEvery algorithm that, with probability at
least 0.9 over its randomness, outputs S C M such that S\ D is a 3-spanner of G\ D simultaneously
for every D with |D| < z, must on some input produce S with |S| = Q(n3/2\/z) with probability
>0.9.

Proof. Fix Gy = (Vo, Ey) with |Vy| = ng, girth(Gp) > 5, and |Ep| = Q(ng/2); such graphs exist by
a standard construction [BMO8]. Set ¢ = [z/2]. Replace each u € V| with ¢ copies {(u,?) : i € [t]}
and each {u,v} € Ey with the complete bipartite graph K;; on the copy sets of v and v, to obtain
G = (V, E) with n = ngt and

E| = |Eo| - £ = Q) - 2 = Q<<7Z)3/2 . t2) —a(n¥? 112) = a(n¥V7).

Let S be the edge set output by the algorithm on input G. Suppose S # E: pick any e* =
{(u,1),(v,7)} € E'\ S and set

D = {{(u7 i), (U,@)} L F# J} U {{<U7j)a (u7£)} 4 F# Z}

Then [D| = 2(t—1) < z, e ¢ D, and diste\p((u, 1), (v,5)) = 1. We claim no H C S\ D is a
3-spanner of G\ D. Since e* ¢ S, any path from (u,i) to (v,j) in S\ D has length > 2. The
deletion set D removes all edges from (u, ) to copies of v other than (v, j), and all edges from (v, j)
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to copies of u other than (u,7). Any path of length < 3 in S\ D from (u, %) to (v,j) must therefore
use intermediate vertices outside the copy sets of w and v, projecting to a u—v walk of length
< 3 in Gy that avoids {u,v} internally, which would create a cycle of length < 4—contradicting
girth(Go) > 5.

Since the algorithm’s output S must support all deletion queries simultaneously with probability
> 0.9, and any S # FE fails for the specific D constructed above, we must have Pr[S = E] > 0.9,
giving [S] > |E| = Q(n*2 /). O

Remark 3.9. The z-EFT 3-spanner upper bound O(z'/2 - n3/2) [BDR22] matches Theorem 3.8 up
to constants, so the \/z dependence is tight.
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